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Abstract:
Research into the educational process, both in the US and in the developing world , promises some very distinct payoffs. In policy dimensions, a great deal of learning appears to have been accomplished. At the same time, the results do not always conform to what was expected. Research conclusively demonstrates an inefficiency in the current organization of schools. Resources are being spent in unproductive ways - ways that do not contribute to improving student performance. Correcting these inefficiencies is not simple. New organizations and new incentives must be approached if schools are to improve. Research suggests that the most likely path to improvement involves the introduction of performance incentives. An extensive and systematic program of experimentation and evaluation is in order. The evidence also underscores the importance of establishing good schools. The continued expansion of low-quality schools - often thought to be a step on the path both to high access and to high-quality schools - actually may be a self-defeating strategy. 
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Policymakers in developing countries have long been troubled by the undesirable, but apparently unavoidable, choice between providing broad access to education and developing high-quality schools. Recent evidence, however, suggests that this is a bad way to think about human capital development. Grade repetition and high dropout rates lead to a significant waste of resources in many school systems. Students in quality schools, however, respond in ways that reduce such inefficiencies, perhaps even sufficiently to recoup immediately investments in quality.

Promoting high-quality schools, however, is more difficult than many have thought, in part because research demonstrates that the traditional approach to providing quality--simply providing more inputs--is frequently ineffective. Existing inefficiencies are likely to be alleviated only by the introduction of substantially stronger performance incentives in schools and by more extensive experimentation and evaluation of educational programs and school organizations. Incentives, decentralized decisionmaking, and evaluation are alien terms to education, in both industrial and developing countries, but they hold the key to improvement that has eluded policymakers pursuing traditional practices.

Recent research into schooling has begun to point consistently toward education policies that differ sharply from much of what we have seen in the past. In particular, it points more toward performance incentives and less toward regulatory and input-based policies, and it underscores the importance of developing high-quality schools, even if this goal appears to impinge on access to schools.

Three fundamental findings flow from the new research. First, education around the globe is a very inefficient exercise; strong evidence indicates that too much is being paid for the performance obtained from schools. Second, education has proved to be a very complicated subject, and available research has yielded little specific guidance on how to boost quality through standard regulatory and spending policies. This calls for fundamental changes in the way we conceptualize educational policy. In particular, various forms of performance incentives appear to offer more hope for improving schools and raising student achievement, even if we currently have little experience in developing such policies. Third, the importance of high-quality schools keeps reappearing in the research. Developing countries, in the interest of expanding the availability of schools, have tended to sacrifice quality. This approach, however, appears misguided, because students react to low-quality schools in ways that damage the very policy of expanded access. This paper examines these three findings and then outlines a set of natural policy measures that flow from these findings.

The Pervasiveness of Inefficiency

It is useful to begin with what is known about the effect of different resources on student performance. Traditionally much of school policy is an attempt at selecting an optimal set of resources--however defined--and ensuring that it is available. Matched with this policy perspective has been a line of research that reviews the relationship between resources and student performance. If the effectiveness of each resource were known, it would be straightforward to define an optimal set of resources and decide on the policies that would most likely produce high levels of educational achievement. Unfortunately, however, the information eludes us.

Although research into the determinants of students' achievement takes various approaches, one of the most appealing and useful has been what economists call the production function approach, which focuses on the relationship between school outcomes and measurable educational inputs. This research has been refined and used most extensively in the United States, but significant related evidence is becoming available about performance in developing countries.

The underlying model guiding the analysis of school performance is straightforward. It postulates that the output of the educational process--that is, the achievement of individual students--is related directly to a series of inputs. Policymakers directly control some of these inputs, such as the characteristics of schools, teachers, and curricula. But other inputs, such as the family's socioeconomic level and the student's innate endowment or learning capacity, are affected by public policy only indirectly, if at all. Further, although achievement is usually measured at discrete points in time, the educational process is cumulative; past inputs affect students' current levels of achievement.

Starting with this model, statistical techniques, typically some form of regression analysis, are used to identify the specific determinants of achievement and to make inferences about the relative importance of the various inputs to student performance. The accuracy of the analysis and the confidence warranted by the answers depend crucially on a variety of technical issues, related to measurement and estimation, that need not be discussed here. Instead this summary highlights the overall findings of the model and shows how these results relate to potential schooling policies.

The Studies in This Analysis

Most such studies measure output on the basis of students' scores on standardized achievement tests, although a significant number of studies have used other quantitative measures, such as school attendance rates and school continuation or dropout rates. These quantitative measures are generally interpreted to be plausible indicators of future success in the labor market. (Several studies support this interpretation; see, for example, Behrman and Birdsall 1983; Jamison and Moock 1984; Boissiere, Knight, and Sabot 1985; and Knight and Sabot 1987,1990.)

Empirical specifications have varied widely, but they have also had much in common. Family inputs tend to be measured by sociodemographic characteristics, such as parental education, income, wealth, and family size. Peer inputs, when included, are typically aggregate summaries of the sociodemographic characteristics of the other students. School inputs include the teachers' characteristics (level of education, experience, gender, religion, and so forth), the way schools are organized (class size, facilities, administrative expenditures), and community factors (such as average expenditures). Most empirical work in the United States has relied on data that were designed for other purposes, such as the schools' normal administrative records, but much of the work in developing countries is based on specialized data sets developed for studying schools.

Perhaps surprisingly, there is considerable similarity in the research findings across industrial and developing countries. These similarities are useful both in interpreting the results and in deriving policy implications. (For reviews of studies in industrial countries, see Hanushek 1986, 1989; Guthrie and others 1971; Averch 1974; Bridges, Judd, and Moock 1979; Murnane 1981; Glasman and Biniaminov 1981; and Murnane and Nelson 1984. For developing countries, see Fuller 1985; Fuller and Clarke 1994; Harbison and Hanushek 1992; and Velez, Schiefelbein, and Valenzuela 1993.) In all, close to 100 quantitative studies of the effectiveness of school resources in developing countries were available by 1991. Almost 400 studies for the United States were available by 1994.

The Findings

The central conclusion from a review of this literature is both simple and startling: in the last quarter century, work on the relationships between educational inputs and outputs has indicated that schools all over the world pursue very inefficient policies. On the question of efficiency, I rely on the simplest possible notion: do the resources purchased and used by the schools systematically improve student performance? At this stage I am concerned not with the magnitude of the results, but only with whether the returns to the application of resources are positive. This statement about efficiency has strong implications for policy, but before delving into such implications, it is important to understand the nature of the evidence.

Table 1 summarizes the effects of five educational inputs on student performance in developing countries on the basis of ninety-six studies: teacher-pupil ratio; teacher education, experience, and salary; expenditure per pupil. (Table 1 omitted) A more recent review (Velez, Schiefelbein, and Valenzuela 1993) contains a larger number of studies, but the general conclusions are the same. Table 1 shows which inputs have a statistically significant correlation (by sign of coefficient or direction of effect) and which are statistically insignificant. (The insignificant findings, unfortunately, cannot be divided by direction of effect.) In all cases, the reported correlations are those that hold after allowing for differences in the family backgrounds of students and in other educational inputs.

The evidence provides no support for policies to reduce class size. Of the thirty studies investigating teacher-pupil ratios, only eight find statistically significant results supporting smaller classes; an equal number are significant but have the opposite sign; and almost half are statistically insignificant. These findings qualitatively duplicate those in the U.S. studies, but are particularly interesting here.(1) Class sizes in the developing-country studies are considerably more varied than those in the U.S. studies and thus pertain to a wider set of environments, providing even stronger evidence that the enthusiasm for policies to reduce class size is misplaced.

The effect of the teachers' experience yields results that are roughly similar to findings for the United States. Although 3S percent of the studies (sixteen out of forty-six) display significant positive benefits from more teaching experience (the analogous figure for the United States is 29 percent), the majority of the studies--twenty-eight out of forty-six--found this input statistically insignificant.

The results for teacher education, on the other hand, diverge in relative terms from those seen in the U.S. studies, with a majority (thirty-five out of sixty three) supporting the conventional wisdom that more education for teachers improves student performance. (In the U.S. studies, teachers' education was the least important of all inputs) Although these results are still surrounded by considerable uncertainty (twenty-six estimates are insignificant and two display significantly negative effects), they do suggest a possible differentiation by stage of development and general level of resources available.

The evidence on teacher salaries in developing countries contains no compelling support for the notion that higher wages yield better teachers. Because these results aggregate studies across different countries, school organizations, and labor markets, however, it is difficult to take these results too far. For policy purposes, one would generally want information on what happens if the entire salary schedule is altered (as opposed to simply moving along a given schedule denominated, say, in experience, education, or some other attribute of teachers). But it is not possible with available studies to distinguish between the two effects.

Data on total expenditure per pupil are rarely available in analyses of developing countries, but the twelve studies that include such estimates are evenly split between statistically significant and statistically insignificant. Given questions about the quality of the underlying data, not too much should be inferred from these findings.(2)

One of the clearest divergences between the findings in developing and industrial countries is the effect of facilities, suggesting that differences in the school environment are of some importance in developing countries. Twenty-two of the thirty-four investigations support the provision of quality buildings and libraries. The specific measures of facilities vary widely, however, so the interpretation almost certainly depends on local conditions.

Several other factors have been investigated in the course of the developing country analyses, including an assortment of curriculum issues, instructional methods, and teacher training programs. Many of these inputs, however, are difficult to assess here because of the multicountry evidence and the probable importance of local institutions. One input-the provision of textbooks--has received widespread endorsement, although this support is as much for conceptual reasons as for solid empirical ones. The relationship of textbooks and writing materials to student performance is found to be important with reasonable consistency in developing countries, but relatively few studies are available (Lockheed and Hanushek 1988; Lockheed and Verspoor 1991). Investigations of technological or organizational differences have shown mixed results. In three extensive investigations in Nicaragua, Kenya, and Thailand, interactive radio teaching, an approach to 'distance education," has been found to be effective in teaching children in sparse settlements in rural areas. This result should not be generalized to all new technologies, however. In particular, there is little evidence at this time to support the widespread introduction of computers (Lockheed and Verspoor 1991).

Although available studies cover a wide range of circumstances and inputs into schooling, the standards of data collection and analysis are so variable that the results from this work are subject to considerable uncertainty. Much of the analysis of input-output relationships for developing countries is not published in standard academic journals, and thus it lacks that basic level of quality control. Even more important, the data for many of these studies do not come from regular collection schemes, are difficult to check for quality, and miss key elements of the educational process. Therefore, even if the analytical approaches are state of the art, many questions remain.

To supplement these findings, I have noted the similarity of the work in developing countries to that done in the United States, where search produces almost 400 separate studies that relate resources to student performance. Harbison and Hanushek (1992); Hanushek, Rivkin, and Taylor (1995); and Hanushek (forthcoming) come to many of the same conclusions. Little evidence suggests that smaller classes are better than large classes. Additionally, things that affect teacher salaries--particularly education and experience--are not systematically related to student performance. Neither are teacher salaries or aggregate differences in per-pupil expenditures. Schools in both developing and industrial countries continue to pay for things that have little consistent or systematic payoff in terms of student performance. In simplest terms, policies that are expensive but that have no return are obviously inefficient.

These findings indicate that there are not clear and systematic relationships between key inputs and student performance. This does not say that there never is such a relationship. In fact there is reason to believe that each of these resources is sometimes productive. The data in table 1 demonstrate that the estimated effect of each of the resources is positive and statistically significant more frequently than one would expect if the underlying relationship were always zero; that is, that the frequency of positive and statistically significant estimates is greater than the S percent that would be expected from random occurrence when the true relationship is identically zero. Formal statistical analyses confirm that resources have been used effectively. For U.S. studies, Hedges, Laine, and Greenwald (1994) have received considerable attention. An approximate version of their analysis is presented by Michael Kremer in his response to this article. Even though there are important concerns about both of these statistical manipulations (because of publication bias and dependence of the estimated coefficients), there is no disagreement about the basic point: resources are sometimes employed effectively. But quite frequently these resources are ineffective. Both Hedges, Laine, and Greenwald and Kremer, while concentrating on the evidence against complete lack of effects, clearly state that what matters most is how money is spent (see Hanushek 1994 for a discussion of statistical and policy issues). And, importantly, there is no simple description of when these resources will be effective.

This analysis does not say that differences in resources could never be important, just that they have not been, given the way schools are organized. Part of this could, in the case of developing countries, reflect variations across countries. Certain countries may organize their school systems to promote performance and efficient resource usage. These effective countries might be lost in the pool of all countries where others are quite ineffective. Here, however, the similarities of results with the United States appear instructive, because the U.S. variation does not appear to reflect any simple differences in school organization.

The analysis by Card and Krueger (1992) of the effects of historical resource usage in the United States, with its observations of schools during the 1920s and 1930s, may capture some differences in organization or level of resources that would be more appropriate for developing countries. Intense controversy surrounds the interpretation of their results, however, making it difficult to apply the work to investment policies in developing countries. (For a discussion of Card and Krueger 1992, see Betts 1994, forthcoming; Heckman, Layne-Farrar, and Todd 1994; Hanushek, Rivkin, and Taylor 1995; and Speakman and Welch 1995).

These findings do not imply that all schools are the same. Quite the contrary, schools differ dramatically. These results suggest that the measurable factors, factors that often determine central policy, are not consistently related--a subject that is discussed in the next section.

Some evidence suggests that minimal levels of basic school resources, such as the availability of textbooks, the provision of minimal facilities, and so on, are important in student achievement (Lockheed and Verspoor 1991; Lockheed and Hanushek 1988; Harbison and Hanushek 1992). These findings are not uniform in the statistical analyses, but they are common enough to receive more attention than most of the other findings. Why then do we not see policies instituted to provide these minimal resources, particularly if there is reasonably strong evidence about their importance?

The Complexity of Education

If providing more resources will not reliably lead to improvements in student performance, what alternatives do policymakers have? The preceding findings have led to several continuing strands of research designed to aid the development of better policies. Unfortunately, these efforts have not provided the information needed to refine traditional input-centered policies. Nor is the extension of existing studies likely to improve our knowledge in a timely and satisfactory way.

One line of research has attempted to add other measures of how schools work--the educational process, the preparation of teachers, and various other measurable factors related to schools and education. A recent, and particularly rich, example of research that reviews a wide range of inputs (Glewwe and others 1995) suggests that student achievement responds to various pedagogical factors, such as the amount of time devoted to instruction or the use of written assignments. By looking at both "resource' and "process" factors, the authors suggest that a broader view is preferable to the more narrow concentration on resources that has typically been pursued. (This work corresponds to a recent review of school performance in developing countries by Fuller and Clarke 1994.)

The idea behind this approach is that previous research has not yet found the right descriptors of education and schools. The overall notion is that we can build a more complete picture by adding measures that appear to represent important differences and then use that information to develop more refined policies. I am not, however, persuaded about the usefulness of either the research strategy or the policy implications that would necessarily follow.

Almost all studies that include enriched descriptions of schools, teachers, organization, and pedagogy find that a set of these factors is significantly related to student performance. These studies note that richer characterization of schools better explains student achievement than resources alone and conclude that policies directed at the factors uncovered (in each individual study) could be beneficial. There are different ways to look at these data, however.

First, simply because these expanded studies appear to explain student performance better than measured resources alone, they still might not take us very far. We have fairly conclusive evidence that measured resources are not systematically related to student performance. Thus the correct comparison is not between pedagogical and organizational measures and resource measures, but between these and differences in teacher quality and school quality, whether measured or not. This distinction is very important because the measured resources do not give a clear indication of the underlying differences among schools. Do additional measures of schools explain a large portion of the systematic differences across schools? None of the available studies of other school factors address this issue, in part because they do not identify the overall systematic variations in school quality.

Second, many individual studies find "strong' evidence that some specific factor, say, teacher training or the structure of instructional time, is important to student achievement. This kind of finding is readily seen in table 1. For example, thirty-five studies (out of sixty-three) find positive and statistically significant relationships between teacher education and student performance. Each of these studies, taken by itself, would give "strong" evidence. But looked at from the opposite vantage point, an almost equal number--twenty-eight-do not support the conventional wisdom. This example suggests that some skepticism is required in looking at any. individual study, no matter how good the study is in a scientific sense. Other factors in table 1 are similarly ambiguous. The importance of the inherent uncertainty can frequently be readily seen by looking at the separate estimated educational production functions often contained within a given analysis. For example, some analyses contain separate estimates of how specific resources affect different measures of achievement, say math and reading, for a given sample of students. Within such analyses, where presumably the separate estimated relationships are highly correlated (because they involve the same students, the same schools, and so forth), there is frequently little confirmation of any specific findings for resources or measured pedagogical factors. With one measure of outcome, for example, the education of the teacher may be important, while the same might not be true for another measure of outcome.

Finally, generalizations are difficult because the factors that are considered are quite idiosyncratic. Individual studies, because of peculiarities in the available data and the varying perspectives of the researchers, tend to pursue different measures of school and teacher factors. Each generally highlights its "new findings." It would, of course, be foolhardy to think of making policy on the basis of these individual factors (and few of the original authors would suggest doing so).

My own interpretation of existing evidence, based on results for both the United States and developing countries, is that schools differ in important ways, but we cannot describe what causes these differences very well. To take one example, Hanushek and Lavy (1994) investigated differences in the quality of schools across a sample of primary schools in Egypt. We defined school quality implicitly. After allowing for individual differences among students in achievement and in parental education, we labeled schools that had large gains in student achievement in a given year as high-quality schools; those with small gains, low quality. A continuous measure of school quality was developed by looking at growth in student achievement (after considering family and other influences on achievement growth). This exercise found enormous differences in the sixty sample schools. Table 2 shows the variation in the quality of schools by looking at achievement relative to a randomly chosen base school. (Table 2 omitted) The worst school shows an average achievement gain that is 62 percent below the base school, while the best school is 30 percent above. These results indicate dramatically that schools do differ in quality and that the difference is enough to be relevant to policymaking.

At the same time, measured attributes of teachers and schools explain only a small portion of these differences. From our estimation, only 16 percent of the variance in school quality is related to teacher attributes (such as education and gender) and school attributes (such as class size and facilities). Although we did not look further, I seriously doubt that adding more detailed measures of resources, or of pedagogy, or of curricular differences would have allowed us to explain the differences much more fully.

A similar approach undertaken in rural Brazil (Harbison and Hanushek 1992) pointed to very similar conclusions: schools show very large differences in their ability to improve student achievement, but these differences are not highly correlated with measured characteristics of teaches and schools.

In short, the findings summarized in table 1 do not indicate that schools and teachers are all the same. Large differences exist, even though these differences are not captured by the simple measures commonly employed. Neither, it appears, are they captured by more detailed measures of classroom organization or pedagogical approach. This leads me to conclude that the educational process is very complicated and that we do not understand it very well. We cannot describe what makes a good or bad teacher or a good or bad school. Nor are we likely to be able to describe the educational process very well in the near future. My view is that we should learn to live with that fact: living with it implies finding policies that acknowledge and work within this fundamental ignorance.

Quality versus Access

A third major aspect of current research relates to the importance of school quality and particularly to the perceived policy tradeoff between quality and access. The traditional concern goes something like this: given limited budgets for schools, and the commonly accepted twin objectives of expanding access and improving quality, policymakers face a particularly unpleasant dilemma. They must choose between expanding the availability of education or providing high-quality schools.

A second way of viewing these policy concerns, while apparently different, is actually quite closely related. Analyses of labor market implications and the rate of return to schooling in developing countries suggest strongly that schooling is a very good investment. A year of schooling typically shows a 25-30 percent real rate of return, which appears noticeably better than that of other investment alternatives. At the same time, school completion rates in low-income countries are very low (Lockheed and Verspoor 1991). These two facts are inconsistent. If education yields such a high rate of return, why are people not taking advantage of it?

Emerging analyses of school quality have something to say about both elements of education policy. I believe that the common conception of a simple tradeoff between access and quality is misleading--if not wrong; and I think that low school quality may frequently be an important explanation for the widespread failure to take advantage of the apparently high returns available from education.

The central theme here is that school quality is directly related to students' decisions about attending school and schools' decisions about promoting students. High-quality schools raise student achievement and speed students through primary (and perhaps secondary) school, thus saving costs. Additionally, students respond to higher school quality with lower dropout rates: they tend to stay in good schools and drop out of poor ones.

Both of these mechanisms indicate a direct relationship between the quantity of schooling attained and the quality of that schooling. Thus, studies of the rate of return to schooling that consider only the quantity of schooling produce a misleading estimate of the potential gains. Estimates of the rate of return to schooling that do not account for quality differences will systematically overstate the productivity gains that are associated with additional years of schooling, because the estimates will include quality differences that are correlated with quantity. The evidence shows that those who do not complete a given level tend to have attended poorer schools. If a policy simply pushes students to stay in school but makes no changes in the fundamental quality of the schools, the new school completers will get only the returns associated with years of schooling and not with quality. Thus, their rate of return on their investment in schooling will not be as high as the estimates suggest.

Many countries, concerned about very high grade repetition rates, directly intervene to ensure regular promotion through school (Lockheed and Verspoor 1991), but they typically ignore school quality. Neglecting the quality of schools is a serious mistake. In studying primary school students in the rural northeast of Brazil, Ralph Harbison and I discovered a very direct relationship between what a student knows and the student's promotion probabilities. Students who learn more than the curriculum requires (as measured by specifically designed tests) are significantly more likely to be promoted through primary school than those who do not learn what is expected. Schools, not surprisingly, have an important impact on student achievement. These findings suggest that policies that improve the quality of schools-that is, that enhance student achievement-will simultaneously lead to more rapid progress by students through the grades.

The magnitude of the overall effects of improving school quality, when converted to a monetary metric, is remarkable. Hanushek, Gomes-Neto, and Harbison (1994) summarize the expected savings from two simple policies-improving the availability of textbooks and writing materials (software) or improving components of the facilities (hardware). They show that if $1 is invested in useful resources such as textbooks, an immediate savings of more than $12 is obtained from speeding students through school. (These savings are pure efficiency savings from getting through school more quickly and include none of the increased productivity benefits that typically justify schooling investments; increases in future productivity simply reinforce the efficiency gains.) Where facilities are lacking, each $1 improvement has an expected cost saving of more than $3.

These estimates of the savings that can be expected from quality improvements are subject to some uncertainty. Nonetheless, the lowest plausible savings still indicate substantial efficiency gains from improving the quality of schools. The availability of books and writing materials and school facilities is consistently important for student achievement and promotion.

These results highlight the importance of providing minimal resources for schools and are consistent with previous findings about the importance of basic textbooks, materials, and facilities. But these estimates--as startling as they are-may not represent the largest opportunities and are really lower-bound estimates of the potential for change. Specifically, all the research points to the importance of the teacher.(3) Because the variations in teacher quality appear to be much more important than the variations in software or hardware, the savings from ensuring the former would almost certainly exceed those obtained from improvements in the latter. Unfortunately, because we do not know how to hire particularly effective teachers--nor what it would cost--we cannot calculate straightforward benefit-cost ratios.

Grade repetition is not entirely bad, because students do learn more with each time through the same grade, but it is an expensive way to improve student learning (Gomes-Neto and Hanushek 1994). One alternative explanation is that repetition reflects demand-side factors--that is, student choices that lead to low attendance during each school year. Little is actually known about attendance patterns, but anecdotal evidence suggests that normal crop cycles and requirements for children to work in the fields at planting and harvest times may be important in some settings. Such attendance patterns could severely constrain the chances of completing a given grade, at least in the likely absence of well-integrated, self-paced instruction. Dealing with these issues might require different policies aimed at lessening the current consumption constraints of families.(4) In any event, however, the continued production of low-grade schools is no more effective in the face of such demand-side influences than without them.

In work on Egypt, Hanushek and Lavy (1994) pursue a related question: whether school quality affects students' decisions to drop out. In that analysis, the school quality estimates (table 2) were included as one of the determinants of the decisions of individual students. Additionally, the analysis considered the students' own achievements and abilities as well as their earnings opportunities outside of school. If we hold achievement and opportunities constant, students going to high-quality schools are much more likely to stay in school than those going to low-quality schools. This makes sense. If a student is not going to get anything out of school, why waste the time?

The magnitude of the effect is particularly important. The primary schools sampled had average dropout rates in 1980 of 9.3 percent. If all the schools were at the quality level of the best one, the dropout rate would fall to 3.2 percent or less, a decline that indicates the huge impact of quality on school attainment.

Research in Brazil and Egypt points to similar conclusions. School quality has large and direct effects on school access and school attainment. These effects are complements, not substitutes, as suggested by the simple budgetary analysis that is commonly employed. And the research in both countries indicates that quality adds a dimension that is extremely important in thinking about schooling in developing countries. Finally, efforts to pursue quality improvement must confront the policy challenges described in the earlier sections. Inefficiency and general lack of knowledge about the production function in education imply that dealing with quality will require new and innovative approaches.

These conclusions are supported in Glewwe and Jacoby (1994), whose work on Ghana shows the direct relationship between school quality and school attainment. Improving the schools (in this case, the facilities) tends to hold students in school longer, other things equal. The authors do not obtain estimates of the total effects of school quality (as was done for Egypt), but the indication that measured effects have this influence confirms the quantity-quality correlation. This correlation in turn confirms the bias in rates of return flowing from analyses that ignore variations in school quality.

A Policy Perspective

From a policy perspective, the central reason for pursuing research on educational performance has been to develop a list of inputs, curricular elements, or other factors affecting student achievement that could be instituted through central policy. If there were a clear understanding of what determined student performance, individual schools could be told what to do. Indeed, central authorities could insist that schools follow their directives--by linking funding to specific actions, regulating certain approaches, or implementing specific hiring decisions. But we do not understand what determines educational achievement, and, in my view, the research indicates that such prescriptive policies are the wrong approach.

If pursuing such policies is unlikely to lead to overall improvements, what can be done! Several policies appear to be viable alternatives if we shift our approach from policies based on input to those based on performance incentives. Performance-based policies are those that reward accomplishment--such as good reading skills or adequate numeracy skills. These policies would specify end goals, provide carrots and sticks related to them, and harness the energies of the actors in the system, but they would not specify how individual schools should achieve these goals.

What kinds of incentive systems fit into this category? Merit pay that rewards teachers for what students learn is a simple example; it is also a system that has recorded little historical success (see Cohen and Murnane 1986). Other variants of performance-based rewards within current systems have been suggested, although rarely implemented or evaluated. More radical changes could also provide improved incentives, although we have little experience with them. Under private contracting arrangements, for example, contracts are awarded to people outside the school system who are hired to run certain parts of the schools and are rewarded on the basis of their effectiveness in achieving the stated objectives. Offering parents a choice of schools or providing a voucher system are more extreme versions of this mechanism. Parents choose schools, and the concomitant shift in the flow of resources provides the incentive to produce what the parents desire. The unifying theme is that good performance is rewarded while poor performance is not.

This message is not aimed solely at developing countries; industrial countries are also beginning to respond to it. Hanushek and others (1994) described the recommendations of a panel of economists on introducing economic logic into the reform of U.S. schools.

This is also not a particularly pleasing message for policymakers because it requires considerable change. Policymakers frequently wish to maintain control of policies and distrust the motives and abilities of local decisionmakers. Thus, they frequently look for explicit, centralized approaches. Accepting the decentralized decisionmaking that almost certainly accompanies performance incentives requires a very different focus.

Moving to performance incentives involves considerable uncertainty. We have substantial evidence that the current structure is not working effectively, but we have little experience with the alternatives. Additionally, to apply such a system, we must be able to specify desirable goals and to measure performance toward those goals--a difficult, sometimes contentious, process that will take considerable experimentation and evaluation. These are not procedures most schools, in either industrial or developing countries, do routinely or easily.

A variety of nascent experiments, such as the use of vouchers in Chile, Colombia, and the United States (Milwaukee, Wisconsin), are being conducted. Given current knowledge, however, we do not really know much about instituting such approaches. I would therefore recommend a plan of systematic experimentation and evaluation with alternatives. The full description of alternatives, of experimentation, and of evaluation approaches goes considerably beyond the scope of this paper (see Hanushek with others, 1994). More energy must go into developing new organizational forms if education in developing countries is to improve.

It is unlikely that we can accomplish such improvement through current organizations and through regulatory structures that dictate specific remedies. For example, textbooks. Research in past decades has shown that improved textbook availability tends to increase student performance, and yet current incentives have not uniformly directed additional expenditures toward the purchase of books and writing materials. Such funds may be spent on learning materials, or they may be spent elsewhere. Several explanations come to mind. The findings may be inaccurate, confusing textbooks with other characteristics of schools, parents, and communities. The findings may be correct, but policymakers may have other objectives than efficiently increasing student achievement. Or the findings may be correct, but other deficiencies are more important than textbook shortages. Depending on which explanation is correct, mandating greater textbook availability may or may not lead to improved performance. On the other hand, providing strong incentives with information from the research may be expected to lead local schools to make appropriate decisions about textbooks or other spending. Although the latter presumption is uncertain because of our lack of experience with performance incentives, incentives do offer a more likely possibility for improvement.

Evaluation and Innovation

One consistent observation about schools around the world is that the education system itself learns very slowly. Although educators are dedicated to teaching students, they are reluctant to submit to the often-painful process of evaluation and learning. Therefore, new ideas are seldom subjected to thorough evaluation, nor are active decisions often made about their success or failure. Because of the need to expand education and improve school systems in developing countries, many informal experiments are currently under way. Indeed, the World Bank and other international agencies that support the improvement of education--both financially and intellectually--frequently insist on new approaches to the organization and conduct of schooling. Yet little systematic information is collected about these efforts, and even less of an attempt is made to evaluate the information that is collected.

This state of affairs might be understandable and acceptable if student achievement were better. If international organizations and individual countries tended to make good decisions about the effective use of resources and the provision of education, there would be far less concern about evaluation. But the evidence suggests that the process is not one that leads to confidence. The programs of the World Bank, which have increasingly been focused on the human capital needs of developing countries, provide a natural array of interventions to education that could, conceptually, provide sorely needed information about productive lines of improvement. The Bank regularly requires the evaluation of loans in which it participates, but unfortunately these evaluations seldom involve any detailed analytical work that would permit dissemination of new techniques or new organizational forms.

Much more serious assessment efforts will be required. Many countries do little systematic testing and evaluation of student performance. Clearly this is not a small issue because developing and evaluating appropriate testing and measurement methods are themselves the subject of intense discussion. This step cannot be ignored if nations are to develop the knowledge and organization required for effective educational systems.

Implementation Issues

The simple explanation for the current state of inefficiency is that few if any incentives are aimed at improving student performance by adding resources.

When there are no direct incentives to increase achievement and when education is so heavily influenced by actions in the individual classroom and school, it is not particularly surprising that the system responds as it does. Added resources may or may not be converted into improved performance depending on specific local personnel and factors.

But this explanation begs the larger questions about why school systems do not have built-in performance incentives. Although most school systems are publicly financed, public financing alone would not seem to preclude the development of incentive systems. The common explanations center on some combination of bureaucratic incentives and union restrictions. The assumption is that these actors are pursuing their own self-interest or are motivated by the desire to control decisionmaking authority. Little explicit analysis exists to support or refute this assumption, however.

Understanding the source of inefficiency is important because improvement requires changes in the existing structure. If the inherent source of inefficiency and of resistance to change is the self-interest of current actors, any reform program must take this into account. For instance, current teachers must be incorporated into any program of change. The specific approach depends on the new organizational structure that is introduced, but an important element might be protecting existing teachers from arbitrary changes. One way of moving to new, more responsive systems would be to offer two-tier contracts in which current teachers retain their contracts and new teachers are subject to contracts with very different incentives.

Fair and equitable treatment of existing school personnel is essential even if the long-run plan is to replace the majority of existing employees. Existing teachers will be important in the transition because adjustments will be built upon the existing system. And, given the continued importance of the individual teacher and headmaster, forcing the adoption of new methods from the top down is typically not possible without also introducing considerable inefficiency.

If the root problem involves existing government bureaucracy, it is more difficult to see how to proceed because structuring appropriate incentives for bureaucracies appears even more difficult than devising incentives for teachers. Strong leadership from the top is frequently an essential element of reform. The efficacy of providing incentives for public officials depends on the specific circumstances of individual countries and local structures, but obviously nothing is likely on a widespread basis unless the key governmental actors set performance goals. There is, of course, a qualitative difference between teachers and bureaucracies because teachers have much more direct control over student performance and thus are more directly affected by student performance incentives. The bureaucracy has a more indirect role through facilitating the performance of schools and monitoring the actions of local schools. Thus, providing leadership incentives requires complicated reward structures. Government agencies seldom offer much in the way of performance rewards, partly because they pay little attention to measuring outcomes. The tendency toward insulating government agencies from performance incentives is frequently reinforced by public employee unions that resist the individual differentiation of workers.

Could the introduction of competition initiate implicit incentives to reform school policies? The conceptual basis for educational vouchers, which permit students to go to either public or private schools, is that competition for students (and the associated resources for their education) could force schools to be more responsive to student achievement and more efficient. At the same time, educational vouchers might also offer competition to much of the bureaucracy involved in directly providing public schooling, which could have similar incentive effects for bureaucrats and teachers. (The bureaucracy involved with administering and monitoring the vouchers would not feel these competitive pressures.)

These issues of political economy and the existing school personnel cannot be ignored if the organizational and incentive structures in the schools are to be changed. It is unrealistic to assume that the staff will automatically adopt new policies that increase the risks of unemployment, that eliminate some of the implicit benefits in their current employment, and that potentially require new techniques and more work. Either these people must be brought into the process of change or mechanisms must be developed to ensure that they do not sabotage any changes.

As noted earlier, most incentive systems require mobilizing local initiative. In a wide variety of situations today, local schools do not appear to have sufficient capacity to invent and operate new organizations with altered incentives. Little is known about how best to develop such capacity, but clearly trying to initiate change through central directives is quite difficult.

Conclusions

The research into the educational process, both in the United States and in the developing world, promises some very distinct payoffs. In policy dimensions, we appear to have learned a great deal. At the same time, the results do not always conform to what was expected. Research conclusively demonstrates an inefficiency in the current organization of schools. Resources are being spent in unproductive ways-ways that do not contribute to improving student performance. Correcting these inefficiencies is not simple. There is no blueprint for a model school that can be reproduced and handed out to policymakers, and such a blueprint is unlikely to be developed in the near future. Instead, we must turn to new organizations and new incentives if we are to improve schools.

Research suggests that the most likely path to improvement involves the introduction of performance incentives. Although several ways to introduce incentives have been suggested, none has been tried extensively. An extensive and systematic program of experimentation and evaluation is thus in order.

Finally, the evidence underscores the importance of establishing good schools. Although translating this goal into policy will be difficult, there are powerful reasons to believe that providing quality schools should be very high on the policy agenda. The continued expansion of low-quality schools--often thought to be a step on the path both to high access and to high-quality schools--may actually be a self-defeating strategy.

Notes

Eric A. Hanushek is professor of economics and public policy and Director of the Wallis Institute of Political Economy at the University of Rochester. This is a revised version of a paper presented in Washington, D.C., at the World Bank Conference on Human Capital and Development in May 1994. It has benefited from helpful suggestions from Harold Alderman, Victor Lavy, and anonymous referees.

1. The U.S. evidence about the unimportance of class size is even stronger. In 277 separate estimates of the effects of teacher-pupil ratios, only 15 percent have a positive and statistically significant impact on student performance (Hanushek, Rivkin, and Taylor 1995; Hanushek, forthcoming). A similar proportion shows negative and statistically significant impacts. The econometric evidence is consistent with experimental evidence about the lack of a consistent relationship between class size and student performance (Glass and Smith 1979, Word and others 1990). Some debate about school resources and subsequent earnings follows from Card and Krueger 1992, who link teacher-pupil ratios and other school inputs to wages. Recent discussions, however, raise serious questions about the estimated relationships found there (Betts 1994; Heckman, Layne-Farrar, and Todd 1994, Speakman and Welch 1995).

2. Although expenditure data are more plentiful in the U.S. studies, the quality of these analyses is low (Hanushek, Rivkin, and Taylor 1995).

3. The basic findings of variations across teachers come from attempts to estimate "total" teacher effects through general covariance models. In these models, variations in the average growth of student achievement across teachers is compared. The most conclusive estimates of variations in teacher quality are found in studies of U.S. schools (for example, Hanushek 1971, 1992; Murnane 1975; and Armor and others 1976). The analysis of Brazil considers differences across schools, but, because the schools are small, these differences are frequently associated with individual teachers (Harbison and Hanushek 1992).

4. Regular absence from school means forgoing high rates of return to human capital production. This behavior is presumably the outcome of borrowing constraints on households and current consumption needs. An alternative policy would involve loans that are contingent upon the attendance and successful completion of schooling. Because schooling has a high rate of return, such loans could be repaid through higher future earnings, thus aligning repayment with returns. To my knowledge, however, no such programs exist in developing countries.
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